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Abstract

Data mining-based intrusion detection systems (IDSs) have significant advantages over signature-
based IDSs since they are designed to generalize models of network audit data to detect new
attacks. However, data mining-based IDSs are difficult to deploy in practice due to the complex-
ity of collecting and managing audit data to train the data mining-based detection models. In
this paper, we present Adaptive Model Generation (AMG), a real time architecture for imple-
menting data mining-based intrusion detection systems. This architecture solves the problems
associated with data mining-based IDSs by automating the collection of data, the generation and
deployment of detection models, and the real-time evaluation of data. It is a distributed system
with general classes of components that can be easily changed within the framework of the sys-
tem. We also present specific examples of system components including auditing sub-systems,
model generators for misuse detection and anomaly detection, and support for visualization and
correlation of multiple audit sources.

1 Introduction

As sensitive information is increasingly being stored and manipulated on networked systems, the se-
curity of these networks and systems has become an extremely important issue. Intrusion detection
systems (IDSs) are an integral part of any complete security package of a modern, well managed
network system. An IDS detects intrusions by monitoring a network or system and analyzing an
audit stream collected from the network or system to look for clues of malicious behavior.

The most widely used and commercially available IDSs are signature-based systems. A signature-
based system matches features observed from the audit stream to a set of signatures hand crafted
by experts and stored in a signature database. Signature-based methods have some inherent lim-
itations. The most significant is that a signature-based method is designed to only detect attacks
for which it contains a signature in the database. In addition to the expense in time and human
expertise of manually encoding a signature for each and every known attack, the signature-based
methods therefore can not detect unknown attacks since there is no signature in the database for
them. It is these unknown attacks that are typically the most dangerous because the system is
completely vulnerable to them.

Data mining-based methods are another paradigm for building intrusion detection systems. The
main advantage of these methods is that they leverage the generalization ability of data mining
methods and in order to detect new and unknown attacks. A data mining-based IDS uses machine
learning and data mining algorithms on a large set of system audit data to build detection models.



These models have been proven to be very effective [17, 26]. These algorithms are generally classified
as either misuse detection or anomaly detection. Misuse detection algorithms learn how to classify
normal and attack data from a set of training data which contains both labeled attack and normal
data [17]. Anomaly detection algorithms learn a model of normal activity by training on a set of
normal data. Anomaly detection algorithms then classify as an attack activity that diverges from
this normal pattern based on the assumption that attacks have much different patterns than do
normal activity. In this way new unknown attacks can be detected [4, 9, 26, 10].

However, data mining-based IDSs have their own disadvantages. Data to train the models is
costly to generate. The data must be collected from a raw audit stream and translated into a form
suitable for training. In addition, for misuse detection, each instance of data must be labeled either
normal or attack. In the case of anomaly detection each instance of data must be verified to be
normal network activity. Since data mining-based IDSs in general do not perform well when trained
in one environment and deployed in another, this process of preparing the data must be repeated at
every deployment of data mining-based IDS system. Furthermore, for each type of audit data that
is to be examined (network packets, host event logs, process traces, etc.) the process of preparing
the data needs to be repeated as well. Because of the large volumes of data that needs to be
prepared, the deployment of a data mining-based IDS system involves a tremendous amount of
manual effort.

Many of parts of these manual processes can be automated, including the collection and aggre-
gation of the data and translating it into a form appropriate for training the data mining-based
detection models. In addition, many of these processes are the same across types of audit data.
Some of the processes still require some manual intervention such as labeling the data, but even
these can be semi-automated.

In this paper we present Adaptive Model Generation (AMG), an architecture to automate the
processes of data collection, model generation and data analysis. The AMG system solves many of
the practical problems associated with the deployment of data mining-based IDSs.

AMG is an architecture to automate many of the critical processes in the deployment and
operation of real time data mining-based intrusion detection systems. AMG abstracts various
parts of the data mining-based IDS process and formalizes the automation of this process. This
includes abstracting the processes of data collection, data aggregation, detection model evaluation,
detection model generation, and model distribution. AMG uses a general XML-based data and
model representation scheme that facilitates the translation of data from what is collected at the
audit stream to the form necessary for generation of detection models. AMG provides a tool for
semi-automating the process of labeling training data and also leverages a new class of intrusion
detection algorithms called unsupervised anomaly detection (UAD) algorithms which permits the
training of detection models over unlabeled data. These algorithms detect intrusions buried within
unlabeled data and can tolerate a small amount of intrusion data (noise) in the training data
[6, 20, 7].

The AMG architecture consists of several different types of component sub-systems. Real time
components such as sensors and detectors collect information from the monitored system and detect
intrusions in real time. The centerpiece of the data management capabilities of AMG is a data
warehouse which stores the data collected by all of the sensors in a network. Model generators
access this data and train data mining-based detection models using this data. Model distributors
transfer the models to the detectors. Finally analysis engines provide data analysis capabilities
such as visualization and forensic analysis.

More specifically, AMG has the following major capabilities:

e Automated Data Collection: Data is collected by sensors and automatically sent to detectors



for classification and to the data warehouse for aggregation and use in training models.

e Data Warehousing: AMG includes a data warehouse component that stores data from all
sensors. This data is used for training detection models but can used to support various
types of data analysis such as forensic analysis.

e Automated Model Generation: Detection models are trained from data stored in the data
warehouse. The process for converting the data into the appropriate form for training is fully
automated.

e Heterogeneous Data Support: Data from different types of audit sources is easily handled in
the framework of our system. Any form of data can be represented using a general XML-based
language.

e Automated Model Distribution: Once a new model is generated it is deployed to all of the
detectors that subscribe to the particular detection models that have been generated.

e Data Analysis Capabilities (Including Forensics): AMG enables evaluation of archival records
stored within the data warehouse to search for intrusions.

e Visualization Support: AMG includes generic visualization components that allow in a con-
sistent fashion the visualization of data from different sources.

e Correlation Support: Since data from multiple sensors is stored in the data warehouse AMG
can perform analysis over the data from multiple sources and to train detection models which
examine audit streams from multiple sensors.

The paper is organized as follows. We first describe in detail the components that make up the
AMG system. We then describe the main capabilities of the AMG system. Then we describe the
kinds of data mining algorithms that the AMG system supports. Finally we give examples of model
generation algorithms and sensors that are implemented through the AMG framework. Note that
in most cases, the sensors and detectors presented in this paper have been described in detail in
other prior publications. In this paper we present the details of how the sensor or model is easily
integrated into the AMG system in a ”plug and play” fashion.

2 Components of Adaptive Model Generation

The adaptive model generation system automates the processes of data collection, data manage-
ment, detection model generation and distribution, and provides various capabilities for data anal-
ysis. The challenge in automating these processes is the need to support different types of data and
different types of detection models. In a typical network environment there are many different audit
streams that are useful for detecting intrusions. For example, such data includes the packets pass-
ing over the network (header values, payload features, or combinations thereof), the system logs on
the hosts in the network, and the system calls of processes on these machines. These types of data
have fundamentally different properties. In addition, detection models can also vary greatly. The
most widely used detection model is a signature-based system while data mining-based approaches
use methods such as probabilistic models [8] and support vector machines [3]. The methods for
building these detection models as well as executing them in real time vary greatly for each type
of detection model.



AMG is a system framework and architecture that can handle virtually any data type and de-
tection model. The AMG system consists of four types of components: real time components which
include sensors and detectors, a data warehouse component, detection model management compo-
nents which include adaptive model generators and detection model distributors and data analysis
components which includes components for visualization, forensics, labeling data, correlation and
extracting information from multiple records.

Sensors gather information from an environment and send that data to the data warehouse. The
data in the data warehouse is accessed by the detection model generators which generate models
that classify activity as either malicious or normal. Once a model is created it is stored in the data
warehouse. A model distributor deploys that model to a real-time detector. The detector receives
the detection model from the detection model distributor and also receives the audit data from the
sensor. It then uses the model to evaluate the audit data from the sensor to detect intrusions.

The data analysis engines retrieve data from the data warehouse. The use of the data varies
depending on the particular data analysis engine. The results of an analysis are either stored in the
data warehouse, or displayed directly to the user. Data analysis engines allow the adaptive model
generation system to implement many systems that are helpful in the deployment of an intrusion
detection system. New types of data analysis engines can easily be incorporated into the AMG
system. The complete architecture of the adaptive model generation system is displayed in Figure
1.
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Figure 1: The AMG System Architecture

The adaptive model generation system uses a distributed architecture that consists of au-
tonomous components. By making these components independent, linking them only with a com-



munication protocol with very loose format restrictions, we allow any component conforming to
that protocol to interface with our system. The communication protocol uses an XML markup
language which is similar to the IDMEF specification in the IETF [13]. The system can easily be
adapted to the IDMEF format or any other language format such as CIDF [23].

2.1 Real Time Components

The AMG system uses two basic components to provide real time detection capabilities: sensors
and detectors. A sensor is a system that collects data from an audit stream and formats the data
into the appropriate form using the XML markup language. This data is then sent to a detector
which uses a detection model to determine whether or not the data corresponds to an attack. If
the data corresponds to an attack, the detector generates an alert.

In this framework, a traditional IDS system consists of a sensor and a detector which in most
cases are integrated together. For example, in our framework, the Snort [21] system contains a
sensor which monitors packets and a detector which evaluates signatures over the features extracted
from the packets. Our system separates these two components providing a means of managing the
overall computation of IDS in reconfigurable architectures. For example, if the detection model
evaluation for a particular audit stream is a computational bottleneck, it can be easily distributed
to multiple machines.

The advantage of the AMG system over traditional system architectures is the integration of
the sensors and detectors with other analysis and distribution sub-systems. In addition to sending
the data to a detector, the sensor also sends the data to a data warehouse which aggregates and
stores the data. The detector retrieves its detection models from the model distributors. These
detection models are created by other components of the AMG system.

Sensors

Sensors are lightweight processes that gather information from a real-time audit stream, format
that information into an XML representation and then send that to the detectors for real time
intrusion detection and to the data warehouse for aggregation of data and storage. The sensors
can gather information from any source. For every different audit stream of data a sensor can be
implemented to monitor and collect the data.

Typically, there are two major classes of sensors, network sensors and host sensors. Network
sensors monitor the packets moving through the network. We have implemented a network sensor
HAUNT]5] which is used to monitor network activity. The system listens to network traffic and
reassembles the packets in order to create data records which summarize connections. A network
sensor in AMG can be created from existing network IDS systems such as Snort [21] and Bro [19]
simply by wrapping the component in the XML-based form required for AMG.

In most circumstances there are multiple sensors for each host. This is because a host usually
has several different streams of information that are useful for detecting intrusions. AMG has been
implemented with a variety of sensors for both Windows and Linux systems [11]. On the Windows
system we have developed Windows event log sensors, software wrappers, netstat sensors, and
registry sensors. There are three Windows event log sensors which take information from the
application, security, and event logs on the Windows system respectively. Software wrappers are
sensors that gather information about system calls. Netstat sensors use the netstat tool that gathers
information about network connections on the host. data. Registry sensors monitor the activity of
the windows registry when applications are run on the host.



The Linux sensors built into AMG include process sensors, network connection sensors, resource
sensors, and software wrappers. Process sensors use the /proc virtual file-system to gather infor-
mation about each running process. Network connection sensors collect information about network
connections being made to and from the host machine. Resource sensors gather information about
CPU and memory usage on a machine. The software wrappers for Linux systems are the same as
for Windows, monitoring system calls made by a process. Details of all the host based sensors can
be found in [11].

The sensors themselves are constructed from two major components, the basic auditing module
(BAM) and the communication engine. The BAM is the component that extracts the information
from the audited source. The communication engine encodes the data and sends it to the data
warehouse for storage.

The BAM needs a mechanism to gather the data. This is done differently for each stream of
data. Therefore a separate BAM is needed for each source of data that the system monitors. Packet
sniffers and Win32 hooks are two examples of ways to tap into the data stream and gather data.
The BAM can be seen as an interface to the system being monitored. It hooks into the data stream
and has the ability to transfer the information from that data stream to the communication engine.
Therefore this system can function without any knowledge of how the sensor work. This makes the
system very flexible with respect to sensors.

The communication engine takes the data from the BAM, encodes the data into the AMG XML
format and then sends that data to the data warehouse. Along with the data itself the BAM sends
the meta data, such as variable types, to the communication engine. This is the information that
the communication engine needs to encode the information. The communication engine also needs
to know the type of sensor in order to send the data to the right place in the data warehouse. This
is specified when the connection is made to the communication engine. An example of a record
being generated from the RAD sensor, a sensor that monitors accesses to the Windows registry,
can be seen below.

Raw data being read by sensor:

Process: IEXPLORE

Key: HKCR\Applications\notepad.exe\shell
Query: Openkey

Result: Success

Response: 0xE22FC4CO

The sensor sends the following Data sent to Communication Engine:
Process: IEXPLORE

Key: HKCR\Applications\notepad.exe\shell
Query: Openkey

Result: Success

Response: 0xE22FC4CO

Time: Tue Jul 31 14:43:20 EDT 2001
ProcQuery: 1263.4353

KeyProc: 6784.9363

QueryKey: 6621.3521

KeyResponse: 4510.2431

KeyResVal: 8743.3245

Note that the combination features are stored as hashes, not the actual values. This is done for
efficiency and convenience purposes and implemented in the sensor. The communication engine



then encodes the record as the following.

<rec>

<process> IEXPLORE </process>

<key> HKCR\Applications\notepad.exe\shell </key>
<query> Openkey </query>

<result> Success </result>

<response> O0xE22FC4C0 </response>
<procQuery> 1263.4353 </procQuery>
<keyProc> 6784.9363 <keyProc>
<queryKey> 6621.3521 </queryKey>
<keyResponse> 4510.2431 </keyResponse>
<keyResVal> 8743.3245 </keyResVal>

Detectors

Detectors analyze audit stream data collected from a sensor and detect intrusions by using a
detection model. A detector performs model evaluation over each record from the sensor. The way
a specific detector works depends on the type of model being evaluated. Each different model type
has a different detector that implements model evaluation for that model type.

The detector can be viewed as a function that takes as input a data record and outputs an
alert if the data is determined to correspond to an intrusion. An example of a detection model
type is a signature-based model, which is the algorithm most widely used in commercial intrusion
detection systems. A signature-based detection model simply contains a set of “signatures” which
correspond to known attack types. Model evaluation consists of matching each signature in the
model to a data record. If any of the signatures match, the detector generates an alert.

In our framework, more sophisticated model types can be used as well including data mining-
based models that use decision trees, probabilistic models and support vector machines. In the case
of a decision tree, the detection model would contain an encoding of a decision tree. The detector
would take this model and evaluate the detection model on a record by following the relevant
branches of the tree. In the case of a probabilistic model, the detection model would contain a
parametrization of the probabilistic model and the detector would compute a probability associated
with each record. In the case of a support vector machine, the model would contain a set of support
vectors which correspond to a decision boundary in a high dimensional feature space. The detector
would effectively map a record to this high dimensional feature space and computes which side of
the decision boundary the record falls on to determine whether or not to generate an alert. We
give more details on the support vector machine model generation and detection below.

Detectors receive detection models from model distributors which distribute models stored in
the data warehouse originally created by model generators. The detectors receive real time updates
from the model distributors. This keep the detection models updated as soon as new models are
available. Below is an example of the a model that the detector for the RAD system uses to make
a classification.

<model>

<type> RAD </type>

<target> registrydb </target>
<version> 2.11 </version>
<encode>



<feature> <name> process </mame> <n> 52000 </n> <r> 31 </r>

<values> iexplore.exe, aim.exe, explore.exe, msaccess.exe, pinball.exe, .....
</values> </feature>

<feature> <name> keyval </name> <n> 52000 </n> <r> 1800 </r>

<values> HKLM, HKLM\Appications, ...... </values> </feature>

</encode>

</model>

Note that the encoding of this model is explained later in section 2.3. The evaluation of the record
shown in the previous section with this model would result in a normal label for the record.

2.2 Data Warehouse

The data warehouse is the centerpiece of the AMG system. It serves as the central storage repository
for all of the data collected by the sensors. The model generators access the data in the data
warehouse and create detection models using this data. The data warehouse also stores these
detection models. The analysis engines also access the data stored in the data warehouse. These
components give the AMG system visualization and forensics capabilities as described below.

The core of the data warehouse is a SQL database. This allows for easy manipulation of the
data, critical for creating training data sets to build data mining-based detection models. Since
we can retrieve an arbitrary subset of data using a SQL query, the data warehouse automates the
tedious process of manually creating these data sets. This flexibility is very important in practical
deployments of the system.

For example, if there are 40 Windows hosts in a network and we wish to create an anomaly
detection model over the Application Event logs for each of the hosts in the AMG framework, we
perform the following. We first install a sensor on each of the hosts. This will collect the data and
store it in the data warehouse. If each host is typically used in the same way, we may want to
create a large data set containing the combined event logs from each of the hosts. On the other
hand, if each host is used differently, we may create a separate training set for each individual host.
Since the data warehouse uses a SQL database, we can create these different data sets by issuing
different queries.

Storing the data in a single repository has several other advantages for correlating sensor out-
puts. Since the data is stored in a SQL database, we can use “join” statements to facilitate the
linking of records from different sensors together into single records. In addition, we can obtain
data from two sensors relatively easily because all of the data is stored in the same database.

The data warehouse uses an XML markup language for communication with all of the mod-
ules. The communication is specified in a specific XML markup language defined for this purpose.
This markup language was influenced by the IDMEF specification [13]. The format for an insert
transaction is displayed below.

<command>

<tablename>

<begin>

<rec>

<varl varltype> valueA </varl>
<var2 var2type> valueA </var2>
<var3 var3type> valueA </var3>



......... <varN varNtype> valueA </varN>
</rec>

<rec>

<varl varltype> valueB </varl>

<var2 var2type> valueB </var2>

<var3 var3type> valueB </var3>

......... <varN varNtype> valueB </varN>
</rec>

<end>

The transaction begins with a <command> to direct the data warehouse operation appropriately.
The name of the table to be operated upon is then provided via <tablename>>, where the pertinent
information is stored. Then the information is sent in XML format. The data starts with a <begin>
tag. Each record is started with a <rec> tag. Within each record all of the data is sent for that
record, variable by variable. The variable name is sent along with its type as the tag, and between
the tag is the value for that variable. Any number of records can be sent at a given time using this
protocol. This greatly reduces the cost in many cases when there are many records being sent to
the database by a sensor. When the data warehouse decodes the XML format, it checks to see if
each variable has a column in the table where the data is being inserted. If that column does not
exist then it is created on the fly.

Below is a sample transaction. It is a single record being inserted into the nfrl database by the
HAUNT network sensor.

<insert>

<nfri>

<begin>

<rec>

<ID i> 96 </ID>

<dst-bytes i> 490 </dst-bytes>
<rerror-rate f> 0.18786 </rerror-rate>
<sensor-rate f> 0.09760 </sensor-rate>
<src-bytes i> 1381 </src-bytes>
<src-count i> 151 </src-count>
<src-serror-rate f> 0.16265 </src-serror-rate>
<label str> normal </label>

<src str> 128.59.22.66 </src>

<dst str> 12.59.22.87 </dst>
<ip-overlap str> 0 </ip-overlap>
</rec>

<end>

The HAUNT sensor connects to the data warehouse to transfer a record. It begins by sending an
insert command to let the data warehouse know that it wants to insert data. Then it specifies the
table nfrl where the data is to be stored. Then it opens its first record with an opening <rec> tag.
Then in order each variable is sent to the data warehouse. First the ID of the transaction which
is an integer is sent over and that is 96. Next the destination numbers of bytes, also an integer, is
sent. Then each variable is sent sequentially until the entire record is sent to the data warehouse.
For convenience we abbreviated the types int, float, and string with i, f, and str respectively.



2.3 Detection Model Management

The AMG system manages the creation and distribution of detection models. The detection models
are generated using data collected stored in the data warehouse. They are distributed to the
detectors by the model distributors.

Detection Model Generation

Our adaptive model generation system is designed to work with any model generation algorithm.
Thus, the model generator components can be viewed as black boxes that are “plugged” into the
architecture with relative ease. These components take the training set of data as input and output
a model of malicious activity. Different types of model building algorithms require different types
of data. In our architecture we allow the model generators to select any data that it wants through
the use of general or specific queries. This means that the architecture is robust enough to handle
any type of model generation algorithm.

The model generation modules request the data from the data warehouse when they want to
create a model. They form their request based on the information that the model needs to train on.
The generator then runs and creates a model. This model is then encoded into XML and sent to
the data warehouse. Model generators also signal the model distributor to let it know that a new
model is available. A sample XML encoding of a model generated by the RAD system is shown
below.

<model> <type> RAD <type>

<target> registrydb </target>

<version> 2.11 </version>

<encode>

<feature> <name> process </name> <n> 52000 </n> <r> 31 </r>
<values> iexplore.exe, aim.exe, explore.exe, msaccess.exe, pinball.exe, .....
</values> </feature>

<feature> <name> keyval </name> <n> 52000 </n> <r> 1800 </r>
<values> HKLM, HKLM\Appications, ...... </values> </feature>
</encode>

</model>

The model encoding begins with some meta-data about the model itself. The type field is used
to notify the detector how to decode the rest of the model. The target specifies which table in
the database this model applies to. The version information is used to coordinate with the model
distributor in order to ensure that detectors have the most recent detection model. The model
specifies information for evaluating the model follows the version information. This particular
algorithm requires information and statistics about each feature in the data, and the values observed
for that feature. This information is sent over one feature at a time. The encoding is specific to
the type of model. All of the data between the <encode> and </encode>> is specific to the model
type, and needs to be defined for each new detection model generation algorithm. This flexibility
is what allows the adaptive model generation system to work with any types of models.
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Detection Model Distribution

Many model generation algorithms can be used in real-time environments. This creates the need
for model distribution ensuring that all detectors have the most recent models. Detectors do not
continuously check for updates in the data warehouse because this would be inefficient, and the real-
time requirements of the system as a whole depends on the detectors being lightweight components.
The model distributors are used to automatically send model updates to the detectors whenever
the model generators create them.

2.4 Data Analysis Engines

An analysis engine is any component that takes as its input a set of data from the database and
performs some kind of analysis over this data. The analysis engines have the capability of inserting
the results of the analysis into the database. In our system the analysis engine queries the data
warehouse for a set of data and then inserts new information into the data warehouse using the
SQL interface. This can be useful for several purposes. The data analysis engine uses the same
XML format that the rest of the system uses with some specific tags designed specifically for data
analysis.

Currently, we have implemented four types of analysis engines: a visualization client, a forensics
tool, a data labeling tool and a feature extractor.

Visualization Analysis Engine

The visualization analysis engine provides a system administrator with a mechanism to view all of
the data in the data warehouse. An example of a visualization agent implemented by the adaptive
model generation system is displayed in Figure 2.

The visualization analysis engine is integrated with the database which allows the use of SQL
queries to filter the data to be viewed. An example of the interface and a SQL query is shown in
Figure 3.

Forensics Analysis Engine

One of the more important types of data analysis is forensic analysis. A forensic system retrieves a
set of historical data from the data warehouse, typically the data of interest is a set of data which
we suspect contains intrusions. The tool must retrieve a specific set type of data appropriate to
the algorithm in question. Once the data set is retrieved the forensics analysis engine can apply a
detection algorithm algorithm to find suspicious activity in the data set. The suspicious activity
is then labeled (either anomalous or normal) using SQL statements to mark the appropriate data.
Note that this requires that a column be added to the table in the database in order to store the
label. The data warehouse has the capability to do this on the fly.

A sample input and output of a forensics analysis tool being used on RAD data can be seen
below.

Input data from the data warehouse:

<rec>

<ID i> 96 </ID>

<dst-bytes i> 490 </dst-bytes>
<rerror-rate f> 0.18786 </rerror-rate>
<sensor-rate f> 0.09760 </sensor-rate>
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Figure 2: Visualization of Data in Database

<src-bytes i> 1381 </src-bytes>

<src-count i> 151 </src-count>
<src-serror-rate f> 0.16265 </src-serror-rate>
<src str> 128.59.22.66 </src>

<dst str> 12.59.22.87 </dst>

<ip-overlap str> 0 </ip-overlap>

</rec>

<rec>

<ID i> 99 </ID>

<dst-bytes i> 420 </dst-bytes>
<rerror-rate f> 0.12786 </rerror-rate>
<sensor-rate f> 0.16760 </sensor-rate>
<src-bytes i> 1281 </src-bytes>
<src-count i> 132 </src-count>
<src-serror-rate f> 0.19325 </src-serror-rate>
<src str> 128.59.22.69 </src>

<dst str> 12.59.22.121 </dst>
<ip-overlap str> 0 </ip-overlap>
</rec>
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Figure 3: Visualization of SQL Query

The output sent back to the data warehouse contains the same data with a label appended to the
end. In this example, the first record was labeled as an attack and the second record was labeled
as normal.

<rec>

<ID i> 96 </ID>

<dst-bytes i> 490 </dst-bytes>
<rerror-rate f> 0.18786 </rerror-rate>
<sensor-rate f> 0.09760 </sensor-rate>
<src-bytes i> 1381 </src-bytes>
<src-count i> 151 </src-count>
<src-serror-rate f> 0.16265 </src-serror-rate>
<src str> 128.59.22.66 </src>

<dst str> 12.59.22.87 </dst>
<ip-overlap str> 0 </ip-overlap>
<label str> attack </label>

</rec>

<rec>

<ID i> 99 </ID>

<dst-bytes i> 420 </dst-bytes>
<rerror-rate f> 0.12786 </rerror-rate>
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<sensor-rate f> 0.16760 </sensor-rate>
<src-bytes i> 1281 </src-bytes>

<src-count i> 132 </src-count>
<src-serror-rate f> 0.19325 </src-serror-rate>
<src str> 128.59.22.69 </src>

<dst str> 12.59.22.121 </dst>

<ip-overlap str> 0 </ip-overlap>

<label str> normal </label>

</rec>

Data abeling ool

Another data analysis engine is the data labeling tool. The data labeling tool takes the list of known
attacks and uses that information to label all of the records in the database which corresponds to
these attacks. The labeling tool is used to create labeled training data. The list of known attacks
could be process names, time stamps, or anything else that is also contained in the data records
and can be matched to the known attacks. The labeling tool is a significant improvement over the
difficult manual labeling of records in a database. The manual labeling of data is the greatest cost
for deploying a data mining-based intrusion detection system. This cost is cut significantly through
the use of this data labeling tool.

The data labeling tool is implemented using SQL joins with the sensor data in the data ware-
house and the attack list. For example, let us assume we have a table full of Windows host based
information from the application log. All actions in the application log are stored in the data
warehouse with all available information from the log, including process name. Now assume that
we have an attack list that is a list of all process names corresponding to attacks. We can auto-
matically insert that attack list into the data warehouse in a temporary table. This temporary
table could then be joined with the table of sensor data and the resulting table would be the sensor
data labeled with its attack classification. This is a labeled set of training data that was created
automatically from an attack list and a large set of sensor data. An example of the data labeling
tool being used on the RAD data is seen below.

Input from the two tables in the data warehouse:

Ra data:

<rec> <process> iexplore.exe </process> <query> queryKay </query> ...
</rec>

<rec> <process> happy99.exe </process> </query> createKey </query> ...
</rec>

<rec> <process> outlook.exe </process> </query> openKey </query> ...
</rec>

Attack List of process name:

<process> happy99.exe </process>

<process> bo2k.exe </process>

Labeled Data:

<rec> <process> iexplore.exe </process> <query> queryKay </query> ...
<label> normal </label> </rec>

14



<rec> <process> happy99.exe </process> </query> createKey </query> ...
<label> attack </label> </rec>

<rec> <process> outlook.exe </process> </query> openKey </query> ...
<label> normal </label> </rec>

Feature E traction

Features are important discriminating attributes derived from raw audit data that are employed in
detection models. A feature extractor is any module that takes as input raw audit data and outputs
additional pieces of information that were computed from the raw data. These new features are
augmented to the original record. This can be thought of as a more general version of the forensic
analysis engine.

Many features are computed by using information that spans several individual records. This
is because many times records by themselves are not meaningful, but in combination with other
records they could represent an attack. The data warehouse has the capability to provide the
feature extractor with any subset of data necessary. This could be the past records for use with
algorithms based on sequences, or those that compute temporal statistical features of connections
or sessions. The flexibility of this system allows any group of record to be used to create a feature.

Features can also be created from a single record. In this case the feature extractor needs only
to retrieve a single record and perform any calculations necessary to compute the feature.

Once the feature or features have been calculated they must be appended to the data in the
data warehouse. A column is added to the table using the SQL interface to store the values of the
new feature. An example of extracting some features gathered from the HAUNT sensor is shown
below.

This shows features extracted from three records. In reality features could be extracted from
any number of records. This example shows only the calculation of the number of http connections
seen by the sensor thus far.

<rec>

<ID i> 99 </ID>

<dst-bytes i> 420 </dst-bytes>
<rerror-rate f> 0.12786 </rerror-rate>
<sensor-rate f> 0.16760 </sensor-rate>
<src-bytes i> 1281 </src-bytes>
<src-count i> 132 </src-count>
<src-serror-rate f> 0.19325 </src-serror-rate>
<src str> 128.59.22.69 </src>

<dst str> 12.59.22.121 </dst>
<ip-overlap str> 0 </ip-overlap>
</rec>

<rec>

<ID i> 100 </ID>

<dst-bytes i> 325 </dst-bytes>
<rerror-rate f> 0.13426 </rerror-rate>
<sensor-rate f> 0.12450 </sensor-rate>
<src-bytes i> 1341 </src-bytes>
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<src-count i> 242 </src-count>
<src-serror-rate f> 0.12435 </src-serror-rate>
<src str> 128.59.22.63 </src>

<dst str> 12.59.22.121 </dst>

<ip-overlap str> 0 </ip-overlap>

</rec>

<rec>

<ID i> 101 </ID>

<dst-bytes i> 425 </dst-bytes>
<rerror-rate f> 0.12456 </rerror-rate>
<sensor-rate f> 0.12654 </sensor-rate>
<src-bytes i> 1311 </src-bytes>
<src-count i> 102 </src-count>
<src-serror-rate f> 0.21325 </src-serror-rate>
<src str> 128.59.22.63 </src>

<dst str> 12.59.22.121 </dst>
<ip-overlap str> 0 </ip-overlap>
</rec>

The updated records contain a new feature num_http which stores the new information.

<rec>

<ID i> 99 </ID>

<dst-bytes i> 420 </dst-bytes>
<rerror-rate f> 0.12786 </rerror-rate>
<sensor-rate f> 0.16760 </sensor-rate>
<src-bytes i> 1281 </src-bytes>
<src-count i> 132 </src-count>
<src-serror-rate f> 0.19325 </src-serror-rate>
<src str> 128.59.22.69 </src>

<dst str> 12.59.22.121 </dst>
<ip-overlap str> 0 </ip-overlap>
<num_http> 1 </num_http>

</rec>

<rec>

<ID i> 100 </ID>

<dst-bytes i> 325 </dst-bytes>
<rerror-rate f> 0.13426 </rerror-rate>
<sensor-rate f> 0.12450 </sensor-rate>
<src-bytes i> 1341 </src-bytes>
<src-count i> 242 </src-count>
<src-serror-rate f> 0.12435 </src-serror-rate>
<src str> 128.59.22.63 </src>

<dst str> 12.59.22.121 </dst>
<ip-overlap str> 0 </ip-overlap>

<num http> 2 </num http>
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</rec>

<rec>

<ID i> 101 </ID>

<dst-bytes i> 425 </dst-bytes>
<rerror-rate f> 0.12456 </rerror-rate>
<sensor-rate f> 0.12654 </sensor-rate>
<src-bytes i> 1311 </src-bytes>
<src-count i> 102 </src-count>
<src-serror-rate f> 0.21325 </src-serror-rate>
<src str> 128.59.22.63 </src>

<dst str> 12.59.22.121 </dst>
<ip-overlap str> 0 </ip-overlap>

<num http> 3 </numhttp>

</rec>

2. E ciency consideration

An important consideration when designing an intrusion detection system is efficiency. A real-
time system must be able to respond to intrusions in a timely manner so that action can be
taken, without utilizing too many of the resources of the system it is intended to protect. This is
especially important in the case of host based systems. The adaptive model generation framework
emphasizes light components and a distributed architecture. Resource heavy components can be
separate from the system that the IDS is trying to protect. The only component that needs to be
run on the system being protected is the lightweight sensor. This greatly minimizes the amount of
computational resources taken by the IDS.

An example of where this advantage is useful is in the HAUNT [5] system which is a network
intrusion detection system. In section 7 we describe the deployment of the HAUNT system in the
AMG framework.

Capa ilities of Adaptive Model Generation

The adaptive model generation system has many advantages over a traditional intrusion detection
system. AMG facilitates real time detection, data collection and storage, model generation and
distribution, and various types of analysis of the data. It also facilitates correlation of various data
streams.

3.1 Real Time Detection Capa ilities

The sensor and detector provide real time detection capabilities to the AMG system.

Both are as light weight as possible and the main advantage of the distributed framework is the
ability to isolate the sensor and detector from the remaining components of the system to maximize
their real-time performance.

3.2 Automatic Data Collection and Data Warehousing

The distributed architecture of the adaptive model generation system allows for the automation
of the data collection and data warehousing. In the AMG framework, simply deploying a sensor
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will automatically collect and aggregate that sensors data in the data warehouse. There are many
reasons why it is desirable to aggregate the date. For example, we may be interested in performing
forensic analysis of archival data. It may also be useful to look back at errors made by the intrusion
detection system in order to improve performance and study weaknesses.

eterogeneous Data Su ort

The distributed architecture of adaptive model generation allow the intrusion detection system
to gather data from heterogeneous systems. A set of standard guidelines in a flexible format
are placed on sensor data. There are many different types of information that IDSs use such as
network packets, application logs, Windows registry accesses, etc. The ability to accommodate
these different sources of information in a consistent way is a large advantage of the adaptive model
generation system.

This is easily accomplished because all of the data gathered by the system is transmitted to the
data warehouse using our XML mark up language. The data warehouse system is flexible enough
to store all types of information.

abeling collected data

Labeling collected data is necessary to create training data for data mining-based detection models.
To accomplish this without a tool an administrator would have to manually go through the data
record by record and label each piece of data individually. The adaptive model generation system
provides a tool that automates the process of labeling training data.

3.3 Model eneration and Management

In a typical network environment, we can conceivably have hundreds of models deployed throughout
the network. These models can also become out of data. The management of the models quickly
can become a very difficult task.

The adaptive model generation solves this problem by creating a mechanism for the creating and
management of detection models. The models are created using the detection model generators.
They are then stored in the data warehouse. The data warehouse is robust enough to handle any
types of models and therefore the system can be used with any types of models. The data warehouse
is also stable enough that failure of model storage is not a concern while the protected machine is
under attack. The use of model distributors allows the system to update and alter models on the
fly with a minimal computational overhead. This is very advantageous because it allows the system
to be deployed for a long period of time without the need for maintenance by an administrator.

3.4 Data Analysis Capa ilities

The adaptive model generation provides users with the functionality to implement different data
analysis tools. A data analysis tool is anything that retrieves the data from the data warehouse,
performs some sort of computation with the data, and then either sends new information back into
the data warehouse or uses the new information in some other way. There are many cases where
this can be a very useful and important tool. The system is designed so that any data analysis tool
can be created and work with the system. We have implemented three types of data analysis tools.
They are forensics, feature extraction, and visualization.
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Forensics

Forensics is a very important field in computer security. Currently forensic analysis of data is done
manually. Computer experts have to search through large amounts of data, sometimes millions of
records, individually and look for suspicious behavior. This is an extremely inefficient and expensive
process. The adaptive model generation framework contains components that can automate the
forensic analysis process.

Forensics can be done with misuse detection models if there is a learned detection model for
that data. If a learned detection model exists if can be run over the data and we could find the
intrusions in the data after the data has already been collected. The method can be applied with
signature-based models which are used by commercial systems today. We can also use anomaly
detection models if there exists a normal model for the data set.

In some cases, we do not have an appropriate model of any kind to perform forensics. In
these cases, we can use an unsupervised anomaly detection algorithm over the data. Unsupervised
anomaly detection algorithms can be used to perform forensic analysis on unlabeled data. The
adaptive model generation framework enables this process.

Unsupervised anomaly detection algorithms detect intrusions buried within an unlabeled data
set. Unsupervised anomaly detection algorithms are described in section 4.3.

Visualization

The adaptive model generation system provides a visualization tool so that an administrator can
examine all of the data in the data warehouse.

This can also provide an administrator or researcher with information about the strengths and
weaknesses of a particular intrusion detection system. If an administrator recognizes activity as an
attack but the system does not, he can act and the system can be protected even though the system
missed the attack. In addition by seeing the activity during an intrusion this can provide insight
into the vulnerabilities of the host as well, and better explain how attacks work. This will help to
more accurate detection models in the future and provide security experts with the knowledge they
need to improve security systems.

Feature E traction

The success of a model generation algorithm depends largely on the quality and correlation of the
data. Feature extractors are components that transform the basic features gathered by the sensors
into more meaningful ones, often referred to as advanced features. For example the time stamp on
a packet is not a very important feature when considered alone. However using the time stamp to
compute the number of packets within the last two seconds can be a crucial piece of information in
determining certain types of network attacks[15]. Models learned over well-computed features are
generally far superior to those computed over raw pieces of information[14].

Feature extractors can be seen as data analysis engines by the adaptive model generation system.
They retrieve data from the data warehouse and then perform computations on that data. Once
these computations are completed the new data is sent back to the warehouse and appended with
the new information.

In many cases the feature extractors are built into the sensors. This makes the number of
components smaller and easier to manage. However this means that a specialized feature extractor
must be made for each sensor. This is not a drawback in many cases because features are carefully
selected based on analysis of the data gathered by that sensor. In those cases using a feature
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extractor for two or more different sensors doesn t make any sense. However there exist feature
extraction algorithms that can work on multiple types of data, even ones that can work on any
data. It is in these cases where feature extraction is particularly useful. This is because the feature
extractor can be viewed as an autonomous unit that can be used by any sensor to alter the data
and improve performance, with almost no additional production overhead.

Another concern with combining the feature extraction with the sensor is that many feature
extraction algorithms can be very computationally expensive. The sensor is the only component
that must be run on the system it is protecting. It is therefore crucial that the sensor is very
lightweight. Separate feature extraction modules can be extremely helpful in keeping the sensors
lightweight.

3. Correlation o Multiple ensors

Distributed models are models that are trained and evaluated over multiple sets of data from
multiple sources. Traditional intrusion detection systems would have difficulty combining data
from multiple different sources, especially across different networks. Intuitively if a machine learning
algorithm has more data from more sources then it will perform better. By eliminating dependencies
between sensors, model generators, and detectors the adaptive model generation system has enabled
correlation algorithms to be constructed the same as any other algorithm.

The distributed architecture and the data warehouse allow us to implement correlation algo-
rithms with no additional implementation overhead. The data warehouse will allow us to retrieve
any subset of the data in the database with a single query. This means that data from multiple
sources can be retrieved just as easily as data from a single source. This data can be aggregated
and used more efficiently than if it was stored individually.

Model Generation Al orit ms

There are three types of model generation algorithms that the AMG system supports. The first
is misuse detection which trains on labeled normal and attack data. The second is supervised
(traditional) anomaly detection which trains on normal data. The third is unsupervised anomaly
detection which trains on unlabeled data.

4.1 Misuse Detection

Misuse detection algorithms train over normal and attack data. Using this data, these algorithms
build a model that can discriminate between attack records and normal records. These models can
then classify new records as either attack or normal. This approach has been very successful in the
past [16]. The only major disadvantage of this type of system is that it requires labeled training
data that contains labeled normal activity and labeled attacks. This data is very expensive to
obtain, and it may not be portable from one system to another or from one network to another.

Misuse detection algorithms can be used as model generation algorithms in the adaptive model
generation framework. The training data for misuse detection algorithms must consist of labeled
normal and attack data often making the training data for this algorithm very expensive.

Using the AMG system, we can help minimize the cost of labeling the data. Once we deploy
the sensors into a network, we can run simulated attacks and record the time stamps and other
information about the attack. Since the sensors will be automatically sending the data to the data
warehouse, the data for labeling is already aggregated into one location. Using the data labeling
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tool, we can label the attack data. This labeled data is now stored in the data warehouse and can
be retrieved by the model generators. These models can also be distributed in to the detectors
using the model distributors.

4.2 Anomaly Detection

Anomaly detection algorithms train over normal data to create a model of normal activity. These
algorithms need to train over data that contains no intrusions. The training data needed for these
algorithms is expensive because it is difficult to ensure that the data contains no intrusions. This
can be done by either having an expert manually clean the data or by somehow ensuring that the
data contains no intrusions to begin with. In general this is not as expensive as the training data
necessary for misuse detection algorithm. However many anomaly detection algorithms require a
very large amount of training data which can increase the cost.

Once an anomaly detection model is trained, it can then classify new data as normal or anoma-
lous. These algorithms rely on the assumption that attacks are cause behavior that is different
from normal.

The adaptive model generation framework supports the creation of anomaly detection models.
Since sensors send data to the data warehouse, it is easy to aggregate the data for collection.
Using the forensics analysis engine, we can help check to see if the data is clean and contains no
intrusions. This can greatly decrease the cost of creating the training set since it speeds the process
of verifying that the data is clean. The model generators can automatically generate anomaly
detection models using the data from the data warehouse and deploy the detection models using
the model distributor.

4.3 nsuper ised Anomaly Detection

Unsupervised anomaly detection algorithms examine unlabeled data and attempt to detect intru-
sions buried within the unlabeled data. Unsupervised anomaly detection algorithms makes the
assumptions that intrusions are very rare compared to the normal data and they are also quantita-
tive different. Because of this, intrusions are outliers in the data and can be detected. Unsupervised
anomaly detection is discussed in depth in [6, 20, 7).

Since unsupervised anomaly detection can detect intrusions in an unlabeled data set, they
are used inside the forensics analysis engines. Data from the data warehouse is sent to a forensics
analysis engine where a unsupervised anomaly detection algorithm is applied. The forensics analysis
engine can label the data which it determines to be an outlier.

Unsupervised anomaly detection algorithms can also be used to help label data that is collected
by the system. This labeled data can then be used to train a misuse or anomaly detection model.

Model Generation ample M

One specific type of model generation algorithm used by AMG is Support Vector Machines (SVMs).
SVMs were first introduced by Vapnik [25] as a supervised machine learning algorithm. Vapnik s
SVM algorithm is used in AMG for misuse detection. An unsupervised variant of the SVM algo-
rithm was put forth by Scholkopf et. al. [22]. This algorithm can be used for both Unsupervised
Anomaly Detection and normal Anomaly Detection.
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N M Algorithm

Vapnik s SVM algorithm is a binary classifier. The idea behind an SVM approach to intrusion
detection is that we map our data to a eatu e a e. Inside this feature space, use use the SVM
and a set of labeled training data to determine a linear decision surface (hyperplane). This surface
is then used to classify future instances of data. Data is classified based upon which side of the
decision surface it falls.

Given a training set  consisting of  vectors and their labels ( ) where and
1 , the algorithm generates a decision surface. The decision surface is a hyperplane of the
form 0 where is normal to the hyperplane and scalar that shifts the hyperplane. The

decision surface that is chosen is determined by solving an optimization problem that determines
the “best” hyperplane under a set of criteria which is described fully in [3].
The classification of a future instance is made by the function

() sgn( )

It is shown in [3] that solving the following optimization problem results in a solution the
solution to the SVM optimization.

.. 1
a e: -
maximiz 5
subject to 0 0
Setting 0, the solution is then:
All  with 0 are called the support vectors. These are the vectors on the boarder of each

class that determine the unique solution. If a support vector were removed it would change the
resulting hyperplane. However, all non-support vectors are irrelevant to the solution. They can all
be removed and the solution would not change.

This algorithm performs best when the data is linearly separable data. However in order to
work for the non-linearly separable case, data must be mapped into a higher dimension feature
space where it does become linearly separable. In addition, often intrusion detection data are not
all vectors in so there is no natural definition of the dot products between the data elements.

Since the SVM algorithm is defined in terms of dot products, we can use kernel functions to
define both the mappings of the elements to the feature space and the dot product within these
space simultaneously. This fact can be exploited and a kernel function can be used in place of the
dot product.

Let be a feature map : . maps the input space  into a dot product space called
the feature space . A kernel function  implicitly maps data into this feature space and takes
the dot product in that space.

C ) () )

An example of a kernel function is the Gaussian kernel.
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C )

Now the support vector machine optimization equation and classification equation can be rewrit-
ten in terms of kernels.

maximize

N =

subject to: 0 0

Substituting the formula for into the classifier equation we get another dot product that can
be converted to a kernel. Setting 0 the solution is then:

() sen ()
where is the number of support vectors and is the support vector

2 M or Misuse Detection in AM

The standard support vector machine algorithm is used for misuse detection by AMG. Data in the
form of vectors of real numbers are sent from the sensors to detectors. The detectors use a SVM
model to differentiates between normal data and intrusion data.

To implement this in the AMG system, training data must first be generated. A system is
monitored by sensors that send their observations to the data warehouse in the form of XML
tagged data. Sporadically, different attacks are launched against the system. After enough training
data has been generated, data is labeled in the data warehouse as either normal or attack. This
labeled data is then sent via XML to the model generator. The model generator uses the SVM
algorithm to create a model for misuse detection. A model, in this case, is the set of support vectors
and their weights. This model is automatically sent to the data warehouse for storage and to all of
the detectors that use this kind of model. Once the model is in place, sensors send data that they
are monitoring to the for classification by the SVM classification rule.

SVMs could also be used in misuse detection to determine what kind of attack is being carried
out against the system. This would require labeling training data with a more specific attack type
label. Then a set of support vector machines can be training with each one trying to detect a
specific attack. This basically equates to taking the intersection of these support vector machines.
This would not add much additional complexity but it might interfere with the accuracy of the
classification.

3 nsuper ised M Algorithm

The standard SVM algorithm is a supervised learning algorithm. It requires labeled training data
to create its classification rule. Scholkopf adapted the SVM algorithm into an unsupervised learning
algorithm. This unsupervised variant does not require its training set to be labeled to determine a
decision surface.
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The algorithm is similar to the standard SVM algorithm in that it uses kernel functions to
perform implicit mappings and dot products. It also uses the same kind of hyperplane for the
decision surface. The solution is only dependent on the support vectors as well. However, the
support vectors are determined in a different way. This algorithm attempts to find a small region
where most of the data lives and label it as class 1. Everywhere else is labeled as class 1. This
is accomplished by finding the hyperplane that maximizes the distance from the origin while still
capturing the majority of the data. The support vectors define that hyperplane.

Given a training set consisting of  vectors

1
minimize: 5 ( )

1
subject to: 0 — 1

where 0 < < 1 is a parameter that controls the trade off between maximizing the distance
from the origin and containing most of the data in the region created by the hyperplane.
The classification equation is:

() sen ()

where is the number of support vectors and is the support vector
For this algorithm cannot be set to 0, it must be found explicitly.

4 nsuper ised M or nsuper ised Anomaly Detection

The standard SVM algorithm is not useful for Unsupervised Anomaly Detection as it requires
labeled data. The unsupervised SVM variant proposed by Scholkopf can be used for UAD. This
approach was used in [7] to perform UAD using the AMG framework. The algorithm differentiates
between normal data and anomalous data. Anomalous data is thought to be intrusion data because
intrusions are mush different than normal system use.

Like the misuse detection algorithm, UAD requires training data. During a training period a
system is run normally with no attacks. Sensors monitoring the system send their observations via
XML to the data warehouse. Although no attacks are intentionally run, if some unknown attacks
were to occur, there would be no problem. The algorithm can tolerate some noise (unknown attacks)
and still generalize well. Once enough training data has been accumulated it is sent from the data
warehouse to the model generator via XML. There is no need to label data. The model generator
then uses the unsupervised SVM algorithm to generate a model of normal activity. This model is
made up of the set of support vectors and their associated weights. The model is then sent to the
data warehouse for storage and to the appropriate detectors. Once the detection model is in place,
sensors send data to the detector for classification.

Supervised Anomaly Detection can also be performed using the same method. However, all of
the training data would have to be guaranteed to be attack free.
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stem ample1l e istr Anomal etection

The AMG framework can support a variety of different intrusion detection systems. One example of
an IDS system that is integrated into the AMG system is the e it nomal  ete tion (RAD)
system. The RAD system is a host-based IDS system which runs on the Microsoft Windows
platform. RAD monitors the accesses to the windows registry on a host and detects anomalous
registry accesses that correspond to attacks. It uses an anomaly detection algorithm to make models
of normal registry accesses and compares in real time, monitored accesses to that model. Details
on the system as well as details on experiments showing the effectiveness of the RAD system are
presented in [1].

.1 The RAD Data Model

The RAD system uses 10 features to characterize each registry access. Five of these are basic
features that come directly from the registry accesses, and five are composite features which are
made from the combination of two of the basic features. The basic features are Key, Process,
Query, Response, and ResultValue. The advanced features are Process/Query, Key/Process,
Query/Key, Response/Key, and ResultValue/Key. The first five features are derived directly from
the registry accesses.

The registry is stored in a tree structure, and all information is stored in a data structured
called a key. The name of the location where the information is stored is the Key basic feature.
The Process feature is the name of the process that is performing the registry access. The Query
feature represents the type of access being made, such as QueryValue, CreateKey, SetValue, etc.
The Response feature is the outcome of the query, such as success, not found, access denied,
etc. The Result feature is the value of the key being accessed. These five features provide all the
necessary information about any single registry access.

.2 The RAD ensor

The RAD sensor consists of two parts. The first part connects to the Windows operating system and
monitors the accesses to the registry. This part is implemented as a basic auditing module(BAM).
The BAM includes a hook into the audit stream which is the windows registry. The architecture
of the system is taken from the commercial software Regmon produced by SysInternals[24]. The
BAM uses Win32 hooks to listen for all reads and writes to registry.

The second part of the RAD sensor is the communication component which translates this data
into our XML format and sends it to the data warehouse. The communication module can supports
multiple BAMs at the same time. This is done so that all sensors running on a host can be sent
through a single source. Then the communication engine can send the data from all these sources
to the data warehouse for storage.

The RAD BAM is not trivial to implement. The most direct method to implement the RAD
BAM is through the Windows Event Log. However, the Windows Event Log is unable to handle
the amount of traffic generated by the registry which required the use of more sophisticated Win32
hooks.

The five composite features that are used by the RAD system are examples of feature extraction.
This is the simplest type of feature extraction possible, the combination of two basic fields. The
RAD system uses these composite features in order to better classify activity. This is an example
of the feature extraction capabilities of the adaptive model generation system. This is one of the
cases where the feature extractor is very lightweight and therefore a part of the sensor.
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.3 The RAD Classi cation Algorithm

These ten features are used to classify each registry access as either normal or anomalous. In
order to do this we implemented an anomaly detection algorithm first introduced by Phil Chan
and Mathew Mahoney in the PHAD system[18]. This algorithm was first used to detect anomalies
within packet headers in order to look for malicious behavior. The adaptive model generation
algorithm allows us to use this algorithm even though it was created for Packet Headers. The
algorithm trains over normal data to develop models of what normal activity is like and how to
classify abnormal activity. The algorithm is based on keeping statistics about the data and using
those statistics to determine anomalous features.

Each feature is individually evaluated to be either normal of anomalous. Then the statistics we
gathered are used to score these anomalies. This score is based on how likely we think it is that
the value of this feature will be different then values seen in the past. These scores are then added
together and if they are over a threshold then the access is considered to be malicious, otherwise it
is classified as normal. This algorithm is however not important to the adaptive model generation
system, in reality any algorithm could have been used and it would not have effected the overall
architecture. Also from the point of view of the classification algorithm the sensor is not important.
This algorithm could have been used on any data without any changes in architecture.

.4 The RAD Detector

In order to detect anomalies in real time, a detector was implemented for the RAD system. This
detector was implemented specifically for the RAD system but it could be used to evaluate any
model that was created by the classification algorithm described in the previous section. The first
requirement of the detector is that is must receive data from the sensor in real time. This is
necessary to evaluate models in real time. The detector must also decode the model and have the
capability to receive real time updates to this model. The RAD detector would retrieve the model
from the data warehouse, decode it, and then evaluate each record that it was sent from the sensor.
This is all done in real time and consequently the system is successful in detecting malicious activity
in real time.

The multiplicity of this system can easily be increased with the adaptive model generation
system. With no changes in architecture the system can support any number of host machines
and sensors. Without the adaptive model generation architecture increasing the multiplicity would
require major changes in the structure of a system. This is because the central data collection is
automated in AMG. This means that data from multiple machines is gathered in the same place
and can be analyzed from that central location.

Since the focus of this paper to highlight the RAD system as an instance of AMG we are not
reporting the results in this paper. The results of this system can be found in [1].

stem ample2 A

The euiti wudito et o a (HAUNT) system is a network based intrusion detection
system that classifies network data as either normal or attack. Previous research has shown that
network packet information can be useful in detecting intrusions. The majority of commercial
intrusion detection systems use network data to detect attacks. This is because many attacks are
remote attacks and they can be seen in the network data. However these commercial systems are
signature-based due to the high cost of deploying a data mining based network intrusion detection
system.
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Again, the focus of this description of the HAUNT system is to describe how it is integrated
into the AMG system. Details as well as experiments evaluating the performance of HAUNT are
presented in detail in [5].

.1 A T ensor

The HAUNT sensor is designed to gather information from a network stream. It listens to all
network data, formats it, and sends that data directly to the data warehouse. The network sensor
does not use a communication engine because it does not run on a host, so there is no need to
aggregate information before it is sent to the data warehouse. The HAUNT sensor is implemented
by utilizing the commercial products NFR [12] and Snort [21]. They use an abstract feature
definition structure and a feature exchange protocol to extract information from the NFR and
Snort systems. The HAUNT system only uses packet header information to extract features. This
is done for efficiency purposes and because the system can be effective and inexpensive using just
this information.

2 A T Classi cation Algorithm

The HAUNT system uses a multiple model cost-sensitive approach to improve efficiency. The
system is designed to minimize the computational cost of an intrusion detection system. The
system first attempts to make a classification based on a simple rule and the basic data gathered
from the sensor. If the system can not confidently make a classification at that point the system
will perform more calculations in order to make a better decision. The system accomplishes this
by implementing multiple models to classify the data. The difference between the models is that
some are more accurate at the price of being more computationally expensive. The system does
not evaluate the more expensive models unless it has to in order to make a classification. The
more expensive models are more expensive in large part due to the fact that they require more
data. These expensive models require derived features from the packet information. Some of these
features are very expensive to calculate and therefore they are only calculated when needed by the
more expensive models.

3 A T Detector

The HAUNT system uses a special type of detector called UDGE that implements multiple model
evaluation.

The UDGE system was implemented as a part of the HAUNT system in order to accomplish
the evaluation of the multiple models. The UDGE system is the system that decides whether to
calculate more expensive features and evaluate more expensive models. The UDGE models are
models generated from the RIPPER[2] model generation program. RIPPER generates rule sets for
evaluation by the UDGE system. These rule sets come in one of two different types. The first
type is ordered rule sets. When evaluating ordered rule sets UDGE goes through each rule one
by one until one of the rules can make a classification and then that rule makes the decision. The
second type of rule set is unordered rule sets. When evaluating unordered rule sets each rule in the
set is evaluated and the rule with the most precise ruling makes the ruling. The unordered rule sets
are more precise because they are always labeled by most precise classifying rule. However ordered
rule sets are faster because in many cases UDGE does not have to evaluate every rule in the rule
set.
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4 A T eature E traction

The HAUNT system uses a feature extractor to discover features that are useful for detecting
attacks. The algorithms for performing this feature discovery are described in [14].

The HAUNT system uses feature descriptor in order to define the features that it uses for
classification. These features are defined using arithmetic and logic expressions to combine primitive
features. The logic expressions implemented by this system are SUM, AND, and UNIQUE. These
features can be used to create a wide variety of important features. The sum feature could be
used to calculate the total number of times something has happened. For example if we wanted to
calculated the total number of tcp connections we could use

num_tcp_connections  SUM(protocol  tcp)

The SUM(protocol  tcp) which return the total of number of records of which the condition
service  http is true. If we wanted to calculate the total number of tcp connections going to port
2301 we could use.

num_tcp_connections_to_port_2301  SUM(( protocol  tcp) AND destination_port  2301))

The AND operator is used to take the AND of two conditional expressions the same way it is
normal used. The final logical operator is the UNIQUE operator. The UNIQUE operations takes
in two parameters, a conditional, and a feature. The operator will return the number of unique
values that feature has had when the condition is true. For example to get the number of different
ports accessed by tcp protocol we would use.

num _tcp_ports  UNIQUE( protocol  tcp, destination_port)

These logical functions along with arithmetic functions such as multiplication and addition are
all the HAUNT system needs to define all of the features it uses. The feature extraction provided
by these tools can be seen as a data analysis engine by the adaptive model generation system.
Feature extraction is an important part of many intrusion detection systems. The HAUNT system
is an example of the feature extraction capabilities of the adaptive model generation system can be
extremely useful in enabling an intrusion detection system. Without feature extraction capabilities
the HAUNT system would not be realizable.

Since the focus of this paper to highlight the HAUNT system as an instance of AMG we are
not reporting the results in this paper. The results of this system as well as further implementation
details can be found in [5].

Conclusion

In this paper we presented adaptive model generation, a method for automatically and efficiently
creating models for an intrusion detection system. The system uses data collected by sensors to
create a model and to search for attacks. It uses an anomaly detection algorithm to create models
to classify data. The system updates models in real time so that over time performance can be
improved. Adaptive model generation can significantly reduce the cost of deploying an intrusion
detection system because it streamlines the process of gathering training data, creating models,
and evaluating data.

The system uses a distributed architecture with autonomous components to increase the flex-
ibility of the system. This additional flexibility has allowed us to create many modules and tools
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that greatly reduce the cost of deploying an intrusion detection system. Automated data collection
and storage saves the time and effort to manually gather data. The data labeling tool streamlines
the process of labeling the data. This greatly reduces cost because labeling data requires a se-
curity expert to check each record individually, which in some cases could be millions of records.
Automated model generation and distribution saves the cost of manually updating the models as
they become outdated. Visualization capabilities allow an administrator to be involved with the
intrusion detection in a manner that would not be possible with traditional black box intrusion
detection. This reduces the deployment cost dramatically by circumventing the slow and lengthy
process of gather and labeling training data.

The support of heterogeneous data and central storage of data enables the system to combine
data from different sources very easily. In traditional systems combining data between sensors is
not possible. The distributed architecture of the adaptive model generation system allows machine
learning algorithms use data from multiple sources just as easily as data from one source. This
allows correlation algorithms to be integrated into the adaptive model generation framework which
could potentially increase the performance of an intrusion detection system.

Unsupervised anomaly detection algorithms eliminate the need for specialized training data.
A system using an unsupervised anomaly detection algorithm could be deployed without labeled
training data. This system can train over raw audit data gathered from sensors. This substantially
reduces the deployment cost of an IDS. This property of unsupervised anomaly detection algorithm
makes them very effective in the deployment of forensic analysis systems. The adaptive model
generation implements data analysis components which can analyze data in the data warehouse and
append information to the data. This in combination with an unsupervised anomaly detection will
yield a forensic analysis system that can detect attacks within a data set without prior knowledge
of the data set.

Future work includes expanding the correlation abilities of the system. Since all data of the
system is stored in a central location we can combine data from different sensors in order to
obtain a better picture of activity on a host machine or network. This approach will allow for the
building of more complicated and more effective models. This approach will also allow us to study
the relationship between data about the same attack that is gathered from different sources. An
understanding of this relationship would aid greatly in future work on intrusion detection systems.

We can also extend the data representation to take advantage of linking capabilities of(or
associated with) XML such as links among models and the data sets used to generate them. The
adaptive model generation framework allows us to do this linking at a very small cost.
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